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from sklearn import tree 

c =  tree.DecisionTreeClassifier() 
c.fit(X, y) 
y_new = c.predict(X_new)

Terror Comedy #views #views_from_people_who_like_comedy

Jurassic World 0.3 0.5 8345 1431
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CPU vs GPU decision
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Name Size C/R Description
OuterAccess 3 C Global GPU memory read.
InnerAccess 3 C Local (thread-group) memory read. This area of the memory is faster than the global one.

ConstantAccess 3 C Constant (read-only) memory read. This memory is faster on some GPU models.
OuterWrite 3 C Write in global memory.
InnerWrite 3 C Write in local memory, which is also faster than in global.
BasicOps 3 C Simplest and fastest instructions. Include arithmetic, logical and binary operators.
TrigFuns 3 C Trigonometric functions, including sin, cos, tan, asin, acos and atan.
PowFuns 3 C pow, log and sqrt functions
CmpFuns 3 C max and min functions
Branches 3 C Number of possible branching instructions such as for, if and whiles

DataTo 1 R Size of input data transferred to the GPU in bytes.
DataFrom 1 R Size of output data transferred from the GPU in bytes.
ProgType 1 R One of the following values: Map, Reduce, PartialReduce or MapReduce, which are the

different types of operations supported by ÆminiumGPU.

Table I
LIST OF FEATURES

C. Feature analysis

In order to evaluate features we have used two feature
ranking techniques: Information Gain and Gain Ratio. Both
these two techniques were applied to the whole dataset. The
ranking obtained was different in each method, but both
returned 3 groups of features: A first group of high-ranked
features, a group of low-ranked features and a third group of
unused or unrepresentative features. This later group exists
because the dataset programs do not cover all possibilities.
This does not mean that these features should be ignored, but
rather studied in particular examples, which was considered
to be out-of-scope for this work. Table II shows the two
other groups ranked using the Information Gain method.

Rank Feature
0.2606 DataTo
0.2517 DataFrom
0.1988 BasicOps2
0.1978 BasicOps1
0.1978 ProgType
0.1978 OutterWrite1
0.172 OutterAccess1

0.0637 Branches1
0.0516 InnerAccess1
0.0425 TrigFuns1
0.0397 InnerWrite2
0.0397 InnerAccess2

Table II
RANKING OF FEATURES USING INFORMATION GAIN

The features related to data sizes are high ranked which is
supported by the high penalty caused by memory transfers.
Basic Operations are also very representative since in spite
of being lightweight, they are very common, specially in
loop conditions (BasicOps2). The program type is also

important because maps and reduces have a different internal
structure. Maps happen in parallel, while parallel reduces are
executed with much more synchronization in each reduction
level.

Looking at the lower ranked features, it is important to
consider that memory accesses also impact the decision. It
is also expected that branching conditions would have an
impact on the performance of programs. Finally, trigono-
metric functions do not have such an high impact as basic
operations, but they are still relevant for the decision.

D. Classifier Comparison

In order to achieve the best accuracy, it is important to
choose an adequate classifier. For this task, several off-the-
shelf classifiers from Weka[9] were used, and some custom
classifiers were also developed. A list of the classifiers that
were used in the analysis are listed as follows:

• Random: A random classifier that randomly assigns
either class to a particular instance.

• AlwaysCPU: Classifies all instances as Best on CPU.
• AlwaysGPU: Classifies all instances as Best on GPU.
• NaiveBayes: A naı̈ve Bayes Classifier.
• SVM: A Support Vector Machine obtained from a

Sequential Minimal Optimization algorithm[10] with
c = 1, ✏ = 10�12 and a Polynomial Kernel.

• MLP: Multi-Layer Perception trained automatically-
• DecisionTable: A rule-based classifier that builds a de-

cision table to be used in classification via majority[11].
• CSDT: A Cost-Sensitive version of the DecisionTable.

This version explores the possibility that misidentifying
a program has different costs wether is should be
execute on the GPU or CPU. After a few tries, the
cost matrix was defined with 0.4 for misclassified Best

on CPU programs and 0.6 for Best on GPU programs.
Besides these classifiers, a new one was developed based

on the additional metrics gathered: CPUTime and GPUTime.





Runtime cut-off 
algorithm decision
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Title Suppressed Due to Excessive Length 9

int f(int n) {
if (RuntimeManager.shouldSeq())

return jpar_sequential_version_of_f(n);

if (n < 2) {
return n;

}
Future<Integer> b_tmp = new Future<Integer>(task -> f(n-2));
Future<Integer> a_tmp = new Future<Integer>(task -> f(n-1));
int a = a_tmp.get();
int b = b_tmp.get();
return a + b;

}

Listing 2 The Fibonacci program translated with futures, without considering the special
case.

When the Future object is instantiated, the task is marked for execution
and an available thread may start to execute it. When the get() method
is called, the current task awaits for the execution of the task and reads its
result.

The main decision to make is where to introduce the Future creation, max-
imizing parallelism while keeping the same semantics of the original program.
The main requirements for the position of the Future creation are:

– Must not be declared before the declaration of all used variables;
– Must not be declared before an expression which may return inside that

method;
– Must not be declared before an expression which may change the control

flow inside that block (break, continue);
– Must not be executed before an expression that may write to a variable

accessed inside the lambda;
– Must not be executed before an expression that may reads a variable that

is written inside the lambda;
– Must be before the Future get() call.

Considering these requirements, Algorithm 18 is used to find the best po-
sition to create the future, considering ✓ as the function that for an AST node
returns its access permission set, meth the method in which the invocation
is found, node the invocation being processed and stmt the statement being
analyzed. block is the current block being analyzed. This block starts with the
most outer scope (the method body) and moves deeper until it is the scope
block in which the invocation is defined. This order tries to maximize how soon
can the invocation start to execute. Finally, this algorithm outputs the Hard
Dependency, which is the instruction after which the Future can be safely in-
troduced, and the Soft Dependencies, a set of already defined tasks which the
current future will have to wait to execute.

The invocation parallelization is completed when the Future declaration is
at the right position, the Future call is at the invocation site, and there is a
granularity control introduced in the beginning of each parallel method.



6, which is the global average rank, considering that there are several programs

exceeding the timeout interval. There is no program that performs outstand-

ingly well or worse. Thus, we can empirically conclude that the No Free Lunch

Theorem applies to Cut-o↵ Algorithm selection for Fork-Join programs. The

same conclusion can also be taken if using the mean instead of the upper bound.260

lower bound mean upper bound

cut-o↵ algorithm

atc2l12 5.167 5.583 5.208

loadbased 4.708 5.708 5.833

maxlevel12 4.625 4.250 4.208

maxtasks2 4.417 3.833 4.083

maxtasks2ss16 4.833 4.583 4.333

maxtasksinq2 4.333 3.917 4.417

stacksize16 4.250 4.583 4.708

surplus3 4.750 4.167 4.292

Table 3: Mean ranking of cut-o↵ algorithms on the full benchmark on Machine32

lower bound mean upper bound

cut-o↵ algorithm

atc2l12 4.808 5.923 5.615

loadbased 4.808 4.962 5.308

maxlevel12 4.577 4.231 5.000

maxtasks2 4.038 4.154 4.077

maxtasks2ss16 4.654 4.154 4.154

maxtasksinq2 4.462 4.000 4.269

stacksize16 5.385 5.038 4.577

surplus3 4.500 4.269 4.231

Table 4: Mean ranking of cut-o↵ algorithms on the full benchmark on Machine24

Another aspect to evaluate is how the cut-o↵ mechanism scales with di↵erent

workloads of the same problem. Figures 3, 4 and 5 show the performance of the

Fibonacci program for di↵erent input parameters in the Machine24 machine.

Independently of the time values, the relative performance of cut-o↵s is the

same. The same behaviour applies to N-Queens and MolDyn. From this data,265
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Ranking of Cut-off Algorithms across different programs

The No Free Lunch Theorem for 
Cut-off Algorithms



Genetic Algorithm

7

Table 2. Genotype

Gene Description

var1 One of 11 options in Table 1

threshold1 Integer between 0 and 100

†1 and or or binary operators

var2 One of 11 options in Table 1

threshold2 Integer between 0 and 100

†2 and or or binary operators

var3 One of 11 options in Table 1

threshold3 Integer between 0 and 100

granularityCacheCalls Integer between 0 and 1000

granularityCacheT ime Integer between 0 and 1000

PPS Integer between 0 and 100

Stealing One of: StealFromMaxQueue, MinLevel,

Revenge and SequentialReverseScan

maxQueueSize Integer between 0 and 1000

unparkingInterval Integer between 0 and 1000

larger population would penalize execution time. The algorithm executes 100
iterations, which is enough for fitness to stabilize. Even with smaller numbers,
the overall evaluation consists of more than two months of execution time.

The recombination rate is 90% in order to test several combinations of cut-offs
and other configurations. The mutation rate is 50%, higher than the traditional
for the same reason. Mutating granularity thresholds is desirable as they have a
large impact in program performance.

In order to keep the best approach until the final generation, elitism was
defined with value 2, and to always introduce new genetic material and avoid
local minima, a new random individual is introduced at each generation.

3.3 Fitness Evaluation

In order to evaluate the generalization capability of the GA, we defined a
training and a testing dataset. The training and testing datasets consists of the
programs described in Table 3, belonging to the minium Benchmark suite [10]. In
the training set, programs have smaller inputs in order to reduce the evaluation
time. The testing set will be used to evaluate the generalization capability of our
algorithm.

Fitness evaluation includes compiling the cut-off expression to Java source
code, and writing the other parameters to a configuration file. Then, each of the
programs is executed once and recorded. Parallel programs can have a high stan-
dard deviation in regards to execution time. However, if two cut-off approaches
are similar, either one or both can be kept, as the elitism value is 2. Additionally,

parallelize if: Var1 < Threshold1  †1  Var2 < Threshold2  †2  Var3 < Threshold3  

6

evaluating cut-off algorithms is very time consuming, a more strict GA can be
used to replace GP.

Existing cut-off algorithms can be expressed using an expression similar to:
V ar1 < Threshold1 †1 V ar2 < Threshold2 †2 V ar3 < Threshold3. While this
expression is able to represent combinations of up to 3 conditions, only com-
binations of two have been presented before. While a cut-off algorithm could
have more than 3 conditions, using all conditions in one call would increase the
overhead. † represents either the and or the or binary operators, following the
Java semantics. Threshold can represent any number from 0 to 100, which is
a sensible maximum for any of the possible variables. V ar could take any of
the following values available in the runtime listed in Table 1. The true option
was introduced to allow cut-offs with less than three conditions, resulting in a
condition where -1000 is always less than any number between 0 and 100.

The final genotype is described in Table 2.

Table 1. Possible Cut-off Variables

Variable Description

queueSize Length of the current queue

level Depth of the parallel recursion

stacksize Number of allocated stacks

activeThreads Number of threads executing tasks

idleThreads Number of threads not executing tasks

surplus Length difference between local and average queues

totalTasks Number of active and pending tasks

emptyQueues Number of empty queues

memory Percentage of used memory in the machine

cpuLoad Percentage of CPU load in the machine

true -1000, so the condition is always true.

3.2 Operators and general configurations

Recombination is performed by a single point crossover between two parents. A
random point of the genotype is selected, and the child inherits the genes before
that point from parent 1, and the remaining from parent 2. The mutation op-
erator is different per gene. The mutation of non-integer genes randomly selects
an option from the alternative list. In the case of integers, it has a 75% chance
of adding or subtracting a number within 5% of the maximum value, and 25%
chance of replacement by a random integer within the range of that gene. This
mutation simulates a partial local-searching around that threshold.

The population size of the GA was set to 25, which is small. The reason
for this, is that evaluating each configuration is very time-consuming, thus a







Program Features
• - For-Loop (or not) 

• - Unbalance 

• - # Kernels 

• - Branching Factor 

• - Nesting Level





Gene Variant 
Pathogenicity Prediction





Reads Annotated 
Variants Clinical Report

Base de Dados 
Genomed

Memória Local 
(Cache)

Clinvar

Mutation 
Taster

Gnomad
ExAC

CADD







< ≥



Machine Learning 
From systems engineering 
to biomedical applications

Alcides Fonseca

alcides@ciencias.ulisboa.pt

mailto:alcides@ciencias.ulisboa.pt

